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@medcl 

升级到 
Elastic Stack 7 
的⼗十个理理由 
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Elastic Stack 新版本请查收。	
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小调查：你在用什么版本？
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说说：你为什么不升级？
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升级，那是不可能的！	
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1. 后续升级更容易
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Brand new upgrade experience（6.0+） 
Upgrades just got oh so simpler 

Upgrading to 2.x Upgrading to 5.x Upgrading to 6.x Upgrading to 7.x 



9 

Brand new upgrade experience （6.0+） 
 
 
• Improved tools to handle breaking changes  

‒ Deprecation logging  
‒ Upgrade Assistant (UI & APIs) 

 
•  Zero downtime upgrades 

‒ Rolling restarts from latest major versions 

‒ Cross-cluster search across major version 

•  Reindex API 
•  Index/Field Aliases 

 
 

 
 

 

Upgrades just got oh so simpler   
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2. 更易安装




Bundling the JVM ( 7.0+ ) 

Elasticsearch distribution now bundles the JDK 
(uses OpenJDK) 
•  Adds support for Java 12  
•  Adds G1GC garbage collector  

-  New default garbage collector  
-  Minimizes pausing  
-  Operates on larger heaps 

 
Simplifies the install experience by removing 
extra Java installation step 
 
Unbundled (no JVM) version is available for edge 
cases that need it 
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3.更省钱
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Rollups,  
BKD,  
Index Sorting,  
Minimal Snapshots, 
Frozen Indices, 
Space-saving columnar 
store,  
Voting-only nodes 



Cluster 1 

Cluster 2 

_source Only Snapshot  
（6.5+/7.0+） 
 
 
_source only snapshots can be 50% 
smaller than full snapshots 
 
Requires a reindex to make the data 
searchable again 
 
Trades off restore time for smaller 
storage space / costs 
 
 
 

source 
only 

snapshot 
full 

snapshot 

Snapshot 

Restore to a different 
cluster 

Restore to the 
same cluster 
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Data Rollups 

●  API for creating an Elasticsearch 
process to periodically store aggregate 
statistics 

●  Primary benefit is space savings  
○  Faster queries 
○  Potentially less nodes to manage 
○  Smaller snapshots 
○  Longer retention times  
○  etc. 

●  Query rolled up data and “live” data 
together in a single query. 

  
 

Rollups API (6.3)  

●  Run an Elasticsearch process to periodically store aggregate statistics 

●  Primary benefit is space savings 

●  Secondary benefits (from managing lesser data) 
○  Faster queries 
○  Potentially less nodes to manage 
○  Smaller snapshots 
○  Longer data retention times  

●  Query rolled up data and “live” data together in a single query 

  

 

You know, for saving space 
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Raw Minute Hour Day 

Docs: 9,041,000 1,448,285 49,554 8,447 

Size: 2.23gb 1.25gb 48.40mb 9.10mb 

Docs % change: -83.98% -99.45% -99.91% 

Size % change: -43.68% -97.84% -99.59% 

(avg ~200 docs per minute, 32 days of data, 
single host) 

(20 grouping fields, 62 numerics @ min/max/avg 
== 186 metrics) 

Rolling up Metricbeat data Space savings, an example 
Rolling up Metricbeat data 

(avg ~200 docs per minute, 32 days of data, single host) 
(20 grouping fields, 62 numerics @ min/max/avg == 186 metrics) 
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Master-eligible nodes 

Data nodes 

Elasticsearch Cluster N 

Voting-only 
master-eligible 

Voting-only Nodes（7.3） 
Save on hardware resources with 
voting-only master-eligible nodes 

•  Vote in master elections 

‒  Never become master 

•  Much smaller hardware profile 

‒  Network 

‒  Availability 

•  Cost savings most significant when 
deploying a large number of clusters 
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4.更快




Faster Top Hits Query 
 
 
  Better query performance, and better 
user experience  
 
Based on new Block-MAX WAND algo 

Good for relevance ranking use cases 
like application or enterprise search 
 
Not relevant in all scenarios:  

•  Not on aggregations 

•  Not in Kibana (uses aggregations) 

•  Not if exact hit count is required 

 
 



Cross-Cluster Search (CCS)  
Improvement in 7.0 

Introducing a new execution mode 
(ccs_minimize_roundtrips) that is 
optimized for WAN 
 
Before:  
Responses from each shard in each 
remote cluster, resulting in lots of 
small requests over the network 
 
After:  
One response from coordinating 
node in each remote cluster, reducing 
the round trips over the network  

 
 

 
 

CCS 

Cluster 1 Cluster 2 
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Adaptive replica selection (GA in 7.0) 
Improvements in search throughput and reduced 99th percentile latencies 

query routed 
in a smart 

fashion 

replica 1 replica 2 

Coordinating node 

 
 
•  Automatically adapts to hot nodes when 

determining which node should handle a search 
request 

 
•  Helps with noisy-neighbor issues in cloud providers 
 
•  Reduced 99th percentile latencies 

•  Adaptive replica selection now on by default  
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5. 更稳定




New Era of Cluster 
Coordination  
 
 
 

Rebuilds the cluster coordination layer, 
solid foundation for the future  
 
Based on strong theoretical 
foundations, and extensive testing  
 
Validated with formal models 
github.com/elastic/elasticsearch-formal-models 
 
Benefits 
No more minimum_master_nodes setting 
Sub-second master election times 
Fast removal of lagging/zombie nodes 

 

 
 

Node A 

Node B 

Node C 
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Improved Safeguards 
New soft limits for search 

●  Default limit for terms in a terms query: 65,536 

●  Limit on the number of nested objects: 10,000 

●  Limit to the number of characters to be analyzed for highlighting: 10,000 

●  Default max_shingle_size and min_shingle_size allowed difference: 3 

●  Default max_ngram and min_ngram allowed difference: 1 

 New circuit breaker for segment memory use 

●  No silver bullet for stopping OOMs in Java 

●  Inherits from parent circuit breaker that defaults to 70% of JVM heap 

●  Look at things that use the most heap, fix them in turn: field data, aggregations, and 

now segment memory 
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6. 更安全




Security for Elasticsearch is now free 

•  Basic Security features are free, 

starting in versions 6.8.0 and 7.1.0 
•  TLS for encrypted communications 

•  File and native realm for creating 

and managing users 

•  Role-based access control for 

controlling user access to cluster 

APIs and indexes; also allows 

multi-tenancy for Kibana with 

security for Kibana Spaces 



Spaces 
 

Organize Kibana visuals, 
dashboards, etc into separate, 
independent spaces 
 
Control user access to spaces 
using role-based access control 
 
Simplify Kibana multitenant use 
 
Use Cases: 
●  Organization  
●  Phasing (dev, stage, prod, 

etc) 
●  Security (restrict access) 
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Because friends don’t let friends store passwords in plain text 

Secrets keystore to secure your credentials 

•  Set up keystore password 
•  Reference keystore variables from config files 

•  Elasticsearch 5.3+ \ Logstash 6.2+\ Kibana 5.3+
\ Beats 6.8+ 

 

 
bin/logstash-keystore add es_pswd 
… …  
output{ 
  elasticsearch { 
    hosts => ["http://127.0.0.1:9200"]   
    user => "elastic"  
    password => "${es_pwd}"  
  }  
}  
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7.更融合
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Logs Infrastructure 
Metrics 

Observability 

APM Uptime 
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Unified visibility across logs, metrics, APM, uptime 
 
 
One-click integrations between pillars of observability 
 
 
 



Elastic Common Schema (ECS) 
Normalize Data to Streamline Analysis 
 
 Elastic Common Schema (ECS) 
launched as a GA in March 2019 
 
Defines a common set of fields 
and objects to ingest data into 
Elasticsearch 

Enables cross-source analysis 
of diverse data 

Designed to be extensible 

https://github.com/elastic/ecs 
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8. 更多数据源




New Beats Modules 7.0+ 
 
New Filebeat Modules 
●  Zeek (fka Bro) 
●  IPtables 
●  Santa 

New Metricbeat Modules 
●  AWS EC2 
●  AWS RDS 
●  Microsoft SQL 
●  NATS 
●  CouchDB 
●  OracleDB 
●  CockroachDB 

Moving to Beta 
●  System module (Auditbeat) 

Moved to GA 
●  Functionbeat (6.7) 
●  Golang  
●  Graphite 
●  Munin 
●  Prometheus 
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9. 更漂亮




New Look & Feel 
 
 
 
New global navigation  
 
Dark mode everywhere  
 
Responsive dashboards  
 
Enhanced timepicker 
 
Kibana query language on by default 
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Responsive dashboards  
 
Enhanced timepicker 
 
Kibana query language on by default 
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10. 更多 Solution
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Elastic SIEM app 
Beta in 7.2, added features 7.3 
Analyst-friendly experience for investigating security alerts 

Highlights! 
Time-ordered events 

Drag-and-drop filtering 

Multi-index search 

Annotations, comments 

Formatted event views 

Persistent forensic data storage 
 

New in 7.3 

Integration with Machine Learning - 3 jobs included for customers 

Improved visibility into widgets 

New: Filebeat module for Google Cloud VPC logs 
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SIEM Overview tab with Host and Network Events 
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SIEM App Timeline Event Viewer 
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Elastic Code Beta 7.2+ 
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Logs Solution  GA in 6.7 
 

Compact log viewer optimized 
for live log event 
troubleshooting 

Console-like display 

Live log streaming (like tail -f) 

Infinite scroll for historical logs 

Ad hoc and structured search 

 



Infrastructure Solution 
GA 6.7 

Curated experience for infra 
operators 
Bird’s eye view of 10K+ infra 
elements 
Drill down to metrics, logs, 
APM views 
Native support for Kubernetes, 
Docker  
Ad hoc and structured search  
 

 



Elastic Uptime Solution GA now 
 
 
●  UI for Heartbeat data 

 
●  Track the availability of key 

systems 
 

●  Check response codes, text 
content, and headers 
 

●  Verify TCP services 
availability and correctness 
 

●  Check API availability and 
correctness 

 
 



Maps: A new way to explore & visualize geospatial data in Kibana  
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APM Agent 
for .NET (beta) 
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没时间解释了，快升级吧。	
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哎呀，新版本真好！	
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 Elastic 原厂顾问咨询与实施， 
国内现已正式对外提供服务！	

准备好要升级了么？	

Tel: 400-001-1205	
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专业、垂直、纯粹的 Elastic 开源技术交流社区 
https://elasticsearch.cn/	


